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1D interpolation worked example

Good use case: approximating expensive function by cheaper one

fcostly(x) = sum((1.0/k)^x for k=1:1000000)

fcostly(2.0)

1.64493306684877

@b fcostly(2.0)

21.396 ms # so wait 4 sec for this plot ->

Say we need f only on domain [1.1, 5]

Let’s choose nodes x1, . . . , xn where we eval. data fj := f (xj):

n = 10

xj = range(1.1,5,length=n) # nodes, a.k.a. abcissae

fj = fcostly.(xj) # vals at nodes

or maybe {xj} are forced upon you! discuss later

f seems smooth in domain: try polynomial interpolant f̃ (x) =
∑n−1

k=0 ckx
k

Enforce f̃ matching f at each node:
∑n−1

k=0 ckx
k
j = fj , j = 1, . . . , n

naive for now. “collocation”: each node gives a row (equation) of linear system

Gives n× n linear system V c = f Vandermonde matrix, nonsingular → unique solution
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Solving for monomial coefficients

Vandermonde matrix V =

 1 x1 x21 . . . xn−1
1

...
...

...
...

1 xn x2n . . . xn−1
n


V = [x^k for x in xj, k in 0:n-1] # fill Vandermonde matrix (columns differ in magnitude, a warning...)

10×10 Matrix{Float64}:

1.0 1.1 1.21 1.331 1.4641 ... 2.14359 2.35795

1.0 1.53333 2.35111 3.60504 5.52772 30.5557 46.8521

1.0 1.96667 3.86778 7.60663 14.9597 223.793 440.126

... ... ... ... ... ... ...

1.0 4.56667 20.8544 95.2353 434.908 1.89145e5 8.63761e5

1.0 5.0 25.0 125.0 625.0 ... 390625.0 1.95312e6

Solve then test:

c = V\fj # simplest way to solve for monomial coeffs vector c

xt = 1.8 # pick a test point far from any node

fapprox(x) = sum(c[k+1]*x^k for k in 0:n-1) # our approximant

fapprox(xt) - fcostly(xt) # error at test point

-0.01816915096614302 # 2 digits accuracy? :(

Is it cheap, at least? Yes, you can evaluate a billion times per sec:

@b fapprox(1.8) # 1 us: 10000x faster than original, but...

@b tuple(c...) evalpoly(1.8,_) # 2 ns: use good library implementation! SIMD over x gets 0.3 ns/eval
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Increasing node number (hence degree)?

Plot error f̃ (x)− f (x) on fine grid: see test point x = 1.8 missed bad area!

Worst at ends; uniform (maximum) error ≳ 10−3; even worse for n > 40
Investigate why: pick n = 40, and x = 5 where unstable despite f being smoothest!

[c[k]*x^(k-1) for k in 1:n] # examine the list summed to get fapprox(5)

40-element Vector{Float64}:

...

1.3277666664609583e11 # Oh dear: size 1e11 cancel to give O(1) answer

4.296107507538961e10 # name: catastrophic cancellation (CC)

-5.114643133925131e10 # Since rounding error eps_mach about 1e-16, must lose >11 digits

-2.519513194383511e11 # ...leaving at best <5 digits of relative accuracy

...

norm(V*c .- fj) # check norm of residual (want down near eps_mach)

0.0001796065451390857

Conclusion: poly is slowly converging, but rounding kills us for n > 30
Now we professionalize this, get to error uniformly near εmach. . .
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Shift and scale to the standard interval
High-degree polynomial usually unstable unless interval is [−1, 1] why?

So we shift and scale from desired domain to [−1, 1]:

cen = (5+1.1)/2; sca = (5-1.1)/2; map(x) = (x-cen)/sca; # map takes [1.1,5] to [-1,1]

V = [map(x)^k for x in xj, k in 0:n-1] # Vandermonde "sees" nodes in [-1,1]

# ... solve as before with n=40, get...

norm(c,Inf) # coeffs (hence summed terms) less big

40008.6

norm(V*c .- fj) # residual norm (1e-15 for smaller n)

4.1e-11

fapprox(x) = evalpoly(map(x),tuple(c...)) # don't forget to map when you use the poly!

n = 40 now gets uniform error 0.0006, not great. . .
And increasing n > 40 unstable again /
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Use Chebyshev not equispaced nodes recall scenario: we choose nodes

Famous demo: polynomial interpolation w/ equispaced nodes dangerous!
n = 32, smooth (analytic) f (x) = 1

1+9x2
on [−1, 1] : (Runge 1901)

• at high degree (n − 1), exact poly interpolant blows up near edges
not a rounding error issue, like before

• actual divergence as n grows requires f to have nearby singularities
in the complex plane f has poles at x = ±i/3

• Use Chebyshev nodes; don’t confuse with Chebyshev polynomials Tk(x)
we will still work in the monomial basis {xk} for now
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Apply Chebyshev nodes to our mapped fcostly(x)

tj = cos.(range(pi,0,length=n)) # Cheby nodes t_j for [-1,1]

V = [t^k for t in tj, k in 0:n-1] # fill their Vandermonde matrix (still working in monomials)

fj = fcostly.(cen .+ sca*tj) # true vals at x_j nodes, then solve lin sys as before...

Better! 3 digits became 8 digits,

see exponential convergence w.r.t n

Theory for Chebyshev nodes: . . . also any node family w/ the Chebyshev density 1√
1−t2

• near-optim: ∥f̃ − f ∥∞ ≈ infdeg(p)<n ∥f −p∥∞
• f analytic: exponential error = O(ρ−n)

f nearby singularity → ρ ≈ 1 → slow rate

• f nonsmooth on [−1, 1], error = O(1/np)
algebraic, p ≈ how many derivatives f has

Our f (x) ≈
∑∞

k=1
1
kx =: ζ(x) Riemann zeta func, has pole at x = 1, better eval. meths!
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Remarks on global polynomial interpolation

Maybe the biggest single idea in 400 years of numerical computing?
approximates continuous object (function) by discrete values (what computers handle)

You shouldn’t really handle monomial form f̃ (x) =
∑n−1

k=0 ckx
k at n = 40!

But easy, fast, accurate, for n ≲ 30 (Helsing ’08; proven Shen–Serkh SINUM ’25)

You won’t find it recommended in textbooks

• If nodes {xj} and targets x fixed, precompute an interpolation matrix:
acts on new data vectors {fj} to interpolate any smooth f to targets

Armed with a polynomial interpolant, can:

• Differentiate it: change coeff ck to kck−1

less plagued by catastrophic cancellation than finite differencing

• Integrate it:
∫ 1
−1 f (t)dt ≈

∫ 1
−1 f̃ (t)dt =

∑n−1
k=0,2,...

2
k+1 → quadrature rules

• Can also evaluate f̃ (x) outside but near the fitted domain: extrapolation
exponentially ill-conditioned (sensitive to data) as distance and degree n grow

“function extension”, Chebyshev nodes proven optimal here too (Epstein–Jiang ’22)

PDE applications: smoothly “roll off” extended f̃ to zero, allows FFT (Stein ’19, etc)
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Fancier technology for global polynomial interp.

There are other (more classical) ways to evaluate the polynomial interpolant:

• Barycentric Lagrange: f̃ (x) =

∑n
j=1

fj
x−xj

wj∑n
j=1

1
x−xj

wj

nodes xj arbitrary;

weights wj :=
1∏

i ̸=j (xj−xi )

are O(n2) precomputation

is a more stable way to evaluate the same interpolating polynomial
so, rate is the same. But gets you closer to εmach, stable for arbitrary n

• Fast Fourier methods using Chebyshev polynomials:
t = cos θ maps you to 2π-periodic in θ → spectral methods (FFTs)
it again evaluates the same interpolating polynomial, same conv. rate

fast for huge n, e.g. 106 (Chebfun MATLAB pkg)

• Stable solve: Vandermonde with Arnoldi (Brubeck–Nakatsukasa–Trefethen ’19)

• Your f is periodic? Polynomial → Fourier series (“trig. poly.”) (see FWAM19)
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so, rate is the same. But gets you closer to εmach, stable for arbitrary n

• Fast Fourier methods using Chebyshev polynomials:
t = cos θ maps you to 2π-periodic in θ → spectral methods (FFTs)
it again evaluates the same interpolating polynomial, same conv. rate

fast for huge n, e.g. 106 (Chebfun MATLAB pkg)

• Stable solve: Vandermonde with Arnoldi (Brubeck–Nakatsukasa–Trefethen ’19)

• Your f is periodic? Polynomial → Fourier series (“trig. poly.”) (see FWAM19)
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Piecewise high-order interpolants, adaptivity

Break domain into intervals (“panels”), use fixed-degree interp. on each
Usually much more efficient than one global interpolant

A small enough panel near singularity (or oscillations) is locally accurate

Adaptivity idea: User supplies desired uniform tolerance ϵ

0 0.2 0.4 0.6 0.8 1
0

1

2

small panels big panels

automatically split
(recursively) panels
until max err ≤ ϵ

via test for local error

Note: adaptive quadrature codes good in many languages quadgk, etc

But: I don’t know many adaptive interpolation codes we’re working on them!

• baobzi, also 2D, 3D . . . (R. Blackwell (SCC), now + M. Barbone (CCM))

• HChebInterp.jl, also 2D, 3D . . . (L. Van Muñoz, based on Kaye–B et al)

• Chebfun (MATLAB) also knows how to split adaptively in 1D
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Other 1D interpolation methods

Idea: use different interpolant between every neighboring pair of nodes
Much software (it’s the wild west out there) implements such things:

(PL) Piecewise linear “connect the dots”

Error O(1/n2); result f̃ continuous
ie, 2nd-order, so n ∼ 106 for 12-digit acc. /

(LL) Local Lagrange “nearest-p-points poly interp”

Error O(1/np) when f smooth
f̃ discontinuous, still pth-order accurate ,

(CS) Piecewise-cubic splines solve a tridiagonal system (quick)

Error O(1/n4) when f smooth
f̃ , f̃ ′, f̃ ′′ continuous

Why popular? tons of software for (PL), (CS); but not for my preferred (LL)

– generally stable under noise
– work for arbitrary nodes (data-fitting situation: nodes given to you)

– O(n) cost to fit, cheap evals.
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Local 1D interpolants from tables (regular grids)

A cheap surrogate for an expensive (noise-free) f (x) is not a new idea

These two bracket the printed history of look-up tables:

(Napier, 1614: invention of logarithm) (Abramowitz & Stegun, 1972)

• Died out c. 1980 due to electronic hand calculators
• How to interpolate from table values: (PL), or (LL) for higher-order

Piecewise poly’s on adaptive panels is function-specific modern “table”

High-order look-up tables (1D, 2D, . . . ) remain essential HPC tools
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Rational interpolation & finding singularities

Back to nodes xj on one interval or a set in complex plane

Rational interpolant: f (x) ≈ p(x)

q(x)
where p, q degree k−1 poly’s

If true, then p(xj)− fjq(xj) ≈ 0 at nodes j = 1, . . . , n

Write out, a homogeneous lin sys: as before, each node gives a row 1 x1 x21 . . . xk−1
1 −f1 −f1x1 . . . −f1x

k−1
1

...
...

...
...

...
...

...
1 xn x2n . . . xk−1

n −fn −fnxn . . . −fnx
k−1
n

 c ≈

 0
...
0


Seek approximate null-vector c : it stacks monomial coeffs of p, q

→ take SVD, extract last right singular vector, pull out coeffs.
simplified version of “robust Padé” (Gonnet et al. ’13)

Roots of q (p) approximate nearby poles (zeros) of f

quite a useful way to “sniff out” nearby singularities of f
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Demo of rational approx. by robust Padé

Recall interval x ∈ [1.1, 5], set f (x) = ζ(x) exact Riemann zeta this time

k = 8 # degree+1 for p,q

n = 20 # nodes > 2k

tj = cos.(range(pi,0,length=n)) # your Cheby nodes in t

fj = fcostly.(cen .+ sca*tj) # vals at mapped nodes

V = [t^k for t in tj, k in 0:k-1] # rect Vandermonde

S = svd([V -diagm(fj)*V]) # SVD the stack

cp = S.V[1:k,end] # p coeffs from sing vec

cq = S.V[k+1:end,end] # q "

rp = cen .+ sca*roots(cp) # roots of p: zeros

rq = cen .+ sca*roots(cq) # roots of q: poles

7-element Vector{ComplexF64}:

...

0.9999999999999862 + 0.0im # finds pole to 1e-14!

Check max error p(x)/q(x)− f (x) in interval is 4× 10−13

much more efficient than poly interp, which got only 2 digits at same total degree

Is nonlinear (all prev methods linear!): f̃ + g ̸= f̃ + g̃

Requires more human tweaking/intervention than plain polynomials

Extensions: AAA (Nakatsukasa–Sète–Trefethen ’16), quadratic Padé. . .
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“Interpolating” (cough! approximating) noisy functions

Thus far noise-free: f̃ (xj) must match f (xj) data definition of “interpolation”

If f noisy, you jump to almost disjoint world of statistics & optimization:
a) pick a model for the noise often iid, eg, additive N (0, σ2)

b) pick a model for noise-free signal f̃c(x) parameters c

these two together define likelihood of getting your data given c

• Regression:
return maximum-likelihood parameters c∗, fitted function f̃c∗

global polynomial case w/ iid Gaussian noise: underdetermined least-squares solve V c = f

• Bayesian inference:
c) pick a prior on c , apply Bayes’ formula, then. . .
draw samples from (or use VI to approx.) resulting posterior on c or f̃c

Fitting algorithms can even dialog with the f (x) evaluator:
multifidelity surrogate models: balance cheap noisy vs costly accurate f evals

Main problem: simulation/modeling “noise” not iid, nor even known



Summary for 1D function approximation

Interpolate, at Chebyshev points (end-clustered) if you can choose them

Rescale ordinate so your polynomials are on [−1, 1]

For n ≲ 30 just solve Vandermonde linear system (monomial coeffs)

Larger n, or best accuracy: use barycentric formula (no solve)

If smoothness varies, break up into piecewise interpolants

Do this adaptively to match your chosen tolerance, try software

If cannot choose nodes, and n large, use local Lagrange (LL)

If want to capture singularities (esp. poles), try rational

If f noisy, you’re doing regression/stats: eg use degree ≪ data points
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Flavor of interpolation in low dims d = 2, 3, . . . , 5 ish
If you can choose the nodes:

tensor product of 1D tools,
low-degree local Lagrange,
adaptive boxes (quad-tree)
nd curse of dim

regular grid, LL/FFT adaptive p = 6× 6 Cheby

If cannot choose the nodes: interp. f (x) from scattered data {xi} is hard

eg google terrain: f (x) rough → garbage:

• local multivariate poly interp
analog of LL; can be nonunique

• local fit RBFs (radial basis funcs)
• fit global Fourier series (MRI)

least-squares solve via CG + NUFFT

If also data noisy, kernel methods:
• Gaussian process regression

d ≲ 3: EFGP (Greengard–Rachh–B ’25)
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Flavor of approximating functions in d ≳ 5

• Interpolation from sparse grids: worth a try in d ≲ 100 (Smolyak ’63)

global (pic: Grzelak) adaptive (pic: R. Burn)

number of nodes grows like dk , better than nd curse of dim
recent work shows least-square fit at random nodes better! (Eggl ’25)

Finally, for d ≫ 100, I am way out of my depth:

• tensor train (if there’s a natural “order” on dimensions) talk to CCQ

• neural networks talk to CCM/FI DL crowd

Application-dependent assumptions will dominate what you do
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Conclusions: function approximation

The big decision tree starts with “what dimension d?”, then:
low-noise (our focus: interpolation); else regression or Bayes
other key question: are nodes given to you, or do you get to choose?

Dimension d = 1
Interpolation: I showed you can code the basics monomials can be stable!

High-order convergence (better: exponential) essential if you seek digits
(Automatic) adaptivity crucial for handling varying smoothness

Low dimension 2 ≤ d ≲ 10 ish
Adaptive high-order ideas generalize, at nd cost
Curse of dim sometimes ameliorated by sparse grids or kernel methods

High dimension d ≫ 100
Any sampling of space will be sparse → strong assumptions on f !



Thank-you!

All code demos in these slides can be found in fwam25demos.jl at
https://gist.github.com/ahbarnett

https://gist.github.com/ahbarnett

